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Executive Summary 

This is an initial report of the proposed syntax for the combination 
of OmpSs-2 and accelerator kernels defined with OpenACC and 
OpenMP syntaxes. It includes semantics and syntax compatibility of 
OmpSs-2 and OpenACC/OpenMP accelerator kernel definitions, as 
well as proposals of interoperability improvement for the OpenACC 
and OpenMP specifications. This is an outcome of Task 3.2. 

1. Introduction 

In the context of the EPEEC European Project, we use the OmpSs 
programming model [1] in order to code applications targeting 
heterogeneous environments. OmpSs is a directive-based model, 
similar to OpenMP. In addition to the goal of facilitating the 
programming of parallel applications, we also use it to prototype 
new extensions that we present to the OpenMP standardization 
board [2]. The version of OmpSs that will be used in EPEEC is 
OmpSs-2 [3], based on the Nanos6 runtime, and the Mercurium 
compiler.  
 
OmpSs-2 currently supports the execution of applications with 
CUDA kernels on GPGPUs [4], and FPGA devices [5]. It uses our 
own syntax to express how OmpSs-2 tasks should be offloaded to 
those devices, and how data should be transferred to and from 
them. Additionally, for GPGPU devices, the kernel code must be 
provided in CUDA [6]. In the rest of the deliverable we use the term 
GPU with the same meaning as GPGPU. 
 
In the EPEEC project, we are extending OmpSs-2 to make it 
interoperable with highly efficient and heterogeneous code 
generation from OpenACC and OpenMP compilers. 

2. OmpSs + OpenACC 

The proposed extended syntax for the OmpSs-2 and OpenACC 
interoperability is shown in Figure 1. 
 
The syntax follows naturally the OmpSs-2 specifications. The 
semantics are as defined next: 
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 The “target” directive (line #1) states a target device for the 
associated task code, which in this case is an OpenACC device. 
A new keyword “openacc” is proposed to support OpenACC in  
OmpSs-2. The code enclosed by this directive will be offloaded 
to an intermediate file and compiled with an OpenACC 
compiler. 
 

 The “task” directive (line #2) defines a task, following the 
OmpSs-2 regular syntax and semantics. 
 

 The OpenACC directives (lines #3 and subsequent) located 
inside the code region defined by the task will be interpreted 
as standard OpenACC code. Data movement directives and 
clauses are not allowed within the code of the task. An 
exception is the OpenACC clause “deviceptr”, which states 
that the data is already residing on the accelerator memory. 
This is only required when unified memory – i.e., hardware-
driven host-device data movements – is not enabled or 
supported. 
 
 

 
We observe that the syntaxes of both programming models are 
compatible. On the semantics side, however, we note that requiring 
the “deviceptr” clause is unnatural within the OmpSs-2 environment, 
since all data movements are abstracted from the application 
developers. 

Figure 1 – Syntax of the OmpSs-2 and OpenACC interoperability 

 
 
Our proposal from this initial assessment is to remove the 
requirement for the OpenACC “deviceptr” clause within the OmpSs-
2 environment, which is technically required from the simple 
combination of the two programming models. 

1.  #pragma oss target(openacc) 
2.  #pragma oss task … 
3.  #pragma acc … [deviceptr(…)] 
4.   … 
5.  { 
6.       // task body 
7.  } 
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3. OmpSs + OpenMP Target 

In this section, we present the design for the transformations 
needed to support the execution of OpenMP kernels from the 
OmpSs-2 programming model. 

3.1 Basic design 
OmpSs-2 offloading for OpenMP kernels will be based on a new 
target defined for the OmpSs-2 target directive. A new keyword 
“openmp” is proposed for this purpose. As in the case of OpenACC, 
the code enclosed in this directive will be offloaded to an 
intermediate file and compiled with a OpenMP compiler.  
 
Figure 2 shows the syntax proposed to support such extension: 
 

 The “target” directive (line #1) states a target device for the 
associated task code, which in this case is an OpenMP device. 
The New keyword “openmp” will be supported by OmpSs-2. 
 

 The “task” directive (line #2) defines a task, following the 
OmpSs-2 regular syntax and semantics. 
 

 The OpenMP directives (lines #3 and subsequent) located 
inside the code region defined by the task will be interpreted 
as standard OpenMP code, triggering further transformations 
to the inner task body, according to the rules of OpenMP. 
 

We foresee that programmers will use this type of interoperability to 
execute highly optimized parallel-for loops on a restricted set of 
cores, as possibly indicated by the “num_threads” clause. 
 
Upon finding this type of code, the Mercurium compiler will transfer 
the inner task body to a separate file, along with the data types and 
global variables needed, in order to allow the OpenMP native 
compiler to be able to perform a successful compilation. The  
“openmp” target regions coming out from the same source file can 
be offloaded to the same intermediate file.  
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Figure 2 – Syntax of the OmpSs-2 and OpenMP interoperability 

 

3.2 Support for heterogeneous devices 
We will take advantage of current OpenMP compilers already 
generating code for heterogeneous devices, like GPUs, in order to 
be able to compile and execute target OpenMP regions in those 
devices. For that, we will need to indicate that the offloaded task 
targets an OpenMP-supported GPU.  
 
We are proposing the specification of this support for heterogeneous 
devices as listed in Figure 3: 
 

 The “target” directive (line #1) now indicates the use of an 
“openmp:gpu” device. OmpSs-2 will be extended to support 
this new target device. 
 

 The “task” directive (line #2) is used as in the basic case, to 
allow the offloading of the enclosed task code to a separate 
file that will be compiled with the OpenMP native compiler 
supporting GPUs.  
 

 It is interesting to note that in this case, the Mercurium 
compiler will need to transfer several of the information 
provided in the target directive (line #1) to a new target 
directive injected in the task body. Such information will 
specify the data to be copied/mapped onto the device. 

 

Figure 3 – OmpSs-2 extended syntax for heterogeneous devices with OpenMP 

1.  #pragma oss target(openmp) 
2.  #pragma oss task … 
3.  #pragma omp … 
4.   … 
5.  { 
6.       // task body 
7.  } 

 

1.  #pragma oss target(openmp:gpu) 
2.  #pragma oss task … 
3.  #pragma omp … 
4.   … 
5.  { 
6.       // task body 
7.  } 
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OmpSs-2 is currently being adapted to support code generation for 
FPGA devices. The approach is also based on offloading the code to 
separate files, and compile those files to bitstream code using the 
FPGA vendor tools. We plan to use this approach for FPGAs in the 
EPEEC project. 
 
 

4. Conclusion 

In this deliverable, we describe the approaches that we will follow to 
improve the interoperability between our OmpSs-2 programming 
model and OpenACC and OpenMP. 
 
By providing three different types of target regions, we will support 
using high quality optimizing compilers to generate code for kernels 
targeting the host processors (“openmp”), and GPUs (“openacc”, 
and “openmp:gpu”).  
 
The code annotated with these target directives will be 
automatically moved to separate files, adapted and compiled with 
the native optimizing compilers for the processors or the device. 
 
In the context of EPEEC, we are also examining the application 
codes provided by the partners, in order to determine regions of 
interest that can be used as testbeds for our compiler 
infrastructure. 
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Acronyms and Abbreviations 

- APPENTRA – Appentra Solutions, S.L. 
- BSC – Barcelona Supercomputing Center 
- CUDA – Compute Unified Device Architecture 
- D – Deliverable 
- EPEEC – European joint Effort toward a Highly Productive 

Programming Environment for Heterogeneous Exascale 
Computing 

- FPGA – Field-Programmable Gate Array 
- GPGPU – General-Purpose Graphics Processing Unit 
- GPU – Graphics Processing Unit (used as GPGPU in this 

document) 
- M – Month, Milestone 
- OmpSs – OpenMP Superscalar 
- OpenACC – Open Accelerators 
- OpenMP – Open Multi-Processing 
- RP – Reporting Period 
- WP – Work Package  
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